Abstract

This paper synthesizes the major interventions available to manage airport demand and capacity, the analytical tools that may support the underlying policy, managerial and operational decisions, and guidelines for policy and practice obtained from recent research. The resulting insights fall into three broad categories. First, airport throughput exhibits significant variability, and airport capacity depends on the available infrastructure and operating procedures. Second, airport on-time performance is highly non-linear, and thus sensitive to variations in demand and capacity. Third, airport demand management involves a trade-off between mitigating congestion and maximizing capacity utilization, and scheduling mechanisms can support and enhance existing practices. The implications for the development and management of airport systems worldwide are discussed.

Keywords: airport management, capacity planning, airport operations, demand management

1. Introduction

1.1. Problem of Demand and Capacity Management

Airports play a central role in urban development by connecting individuals, businesses and governments, and spurring indirect commercial activities. Over the past decades, airports have accommodated increasing numbers of operations to support regional and national growth and airline business development. Despite declines following 9/11 and during the economic downturn in 2008 and 2009, air traffic has grown significantly in the United States and Europe, and even more rapidly in Asia and Oceania and, more recently, in Africa and Latin America. At the same time, airport throughput is limited by the existing infrastructure and operational capabilities. At many of the world’s busiest airports—and despite a number of capacity expansion projects (e.g., the construction of new runways)—demand for airport access has grown to often exceed airport capacity in many metropolitan areas. The impact of the resulting imbalances between demand and capacity depends on access policies (see Section 1.2). At airports with largely unconstrained access (e.g., the overwhelming majority of US airports), the result can be over-capacity scheduling and delays, with significant congestion costs—for instance, the nationwide impact of flight delays in the United States was estimated at over $30 billion in 2007 (Ball et al., 2010). At airports where access is restricted (e.g., most of the busiest European airports), the restrictions can result in demand losses and/or demand displacement (e.g., to less preferred times of the day or to other airports). At the opposite end, airline demand at less busy airports may fall well below available capacity,
resulting in the under-utilization of infrastructure resources. For airports under development, this underscores the need for proactive management of demand and capacity, ranging from long-term infrastructure planning to medium-term infrastructure management and short-term infrastructure operations.

This paper synthesizes the major operational, managerial and policy mechanisms available to manage airport demand and capacity, the analytical tools supporting the underlying decisions, and the implications for the development and management of airports. As indicated by Keeney (1973) in the context of the (existing) Mexico City airport, this requires consideration of multiple criteria, such as ensuring safety, maximizing throughput, minimizing capital expenditures and operations costs, promoting airline competition, mitigating air traffic congestion, promoting environmental sustainability, etc. These objectives can be aligned (e.g., mitigating congestion has a positive environmental impact), but may also give rise to some trade-offs (e.g., increasing throughput generally requires significant investments). Moreover, airport operations affect a number of stakeholders, including Civil Aviation Authorities, airport operators, commercial airlines and other aircraft operators, passengers, local communities, etc. Therefore, the management of airport demand and capacity creates complex decision-making challenges that require the identification of airport performance objectives and stakeholder incentives over the course of airport lifecycles (de Neufville and Odoni, 2013; Zografos et al., 2013).

Airport performance depends on three primary factors: (i) airport capacity, (ii) operations management, and (iii) flight scheduling. Demand and capacity management interventions can thus be classified into three categories. First, infrastructure expansion aims to increase potential capacity through the development of greenfield airports or the expansion of existing airports. Second, operational enhancements aim to improve the efficiency, reliability and sustainability of airport operations, given the available physical and technological infrastructure and fully complying with safety constraints. Third, demand management aims to modify the temporal and/or spatial characteristics of demand through access regulation that controls the number of peak-hour flights scheduled at the busiest airports, or through incentives to spur demand at off-peak hours or at underserved airports. Although interdependent, these decisions are typically made in sequence: airports first plan their capacity based on demand forecasts, then optimize air traffic handling procedures to minimize operating costs, and, last, may need to implement demand management schemes if capacity lies well below airline demand. Figure 1 provides a schematic representation of these decisions and their impact on airport demand, capacity and, ultimately, performance.

The design and optimization of demand and capacity management interventions requires contributions from the fields of transportation economics, management, and operations. From an economic standpoint, an efficient scheme allocates scarce airport capacity to the users that assign the highest value to it, through quantity-based or price-based mechanisms. From a managerial standpoint, decision-making tools support the planning of airport capacity (a supply-side intervention)
and the scheduling of flights (a demand-side intervention). From an operational standpoint, the characterization of airport capabilities makes it possible to predict and, where possible, improve performance. For comprehensive reviews of the underlying modeling advances in these different fields, we refer the reader to (Czerny et al., 2008; Zhang and Czerny, 2012; Zografos et al., 2013, 2016; Gillen et al., 2016). While the economic aspects of the problem have been the subjects of extensive research (some of which is reported in this volume), this paper focuses on the management and operations problems. Specifically, it describes a bottom-up approach that begins with the characterization of airport capacity, operating capabilities and demand patterns, and provides decision-making support for enhancing airport performance through infrastructure expansion, operational enhancements and demand management.

1.2. Overview of Current Practices

We briefly review the major differences observed worldwide in airport infrastructure, operating procedures and flight scheduling. The range of these practices provides guidelines to address demand and capacity management trade-offs.

First, the physical infrastructure of busy airports varies significantly by size and physical layout. For instance, most European airports exhibit simple layouts, with a single runway or 2-3 parallel runways. In contrast, many US airports have more than three runways, with at least one intersecting runway\(^1\). The largest airports, such as Dallas/Fort Worth (DFW) and Chicago O’Hare (ORD), have up to 7 and 8 runways, respectively. Other multi-runway airports are currently being constructed or planned in Asia-Pacific, the Middle East and Latin America. Equally important,\(^{\text{3}}\)

\(^{1}\)The average airport among the 34 busiest European airports has between two and three runways, while the comparable average US airport has over four runways (Morisset and Odoni, 2011).
the technological infrastructure supporting air traffic management systems is being upgraded in several parts of the world. The Next Generation Air Transportation System (NextGen) in the United States and the Single European Sky ATM Research (SESAR) system in Europe aim to supplement, and eventually replace, current radar-based surveillance systems with new satellite-based aircraft technologies to better monitor and manage aircraft operations. In summary, the physical and technological infrastructure of airports impacts strongly their long-term operational capabilities.

From an operating standpoint, air traffic control procedures also exhibit significant differences worldwide. At most airports outside the United States, Instrument Flight Rules (IFR) separations between landing and/or departing aircraft are maintained regardless of weather conditions. In contrast, at US airports (and, recently, at a few airports elsewhere), Visual Flight Rules (VFR) are used under Visual Meteorological Conditions (VMC), i.e., pilots are often requested, weather permitting, to maintain visually a safe separation from preceding aircraft during their final approach to the runway. This practice results in lower separations between consecutive aircraft and more efficient use of multiple runways than with strict adherence to IFR\(^2\). In addition, operating performance also depends on air traffic flow management procedures, which manage the flow of aircraft in a network of airports through such interventions as ground holding, re-routing, speed control and airborne holding.

On the demand side, the dynamics of flight scheduling also differ from one jurisdiction to another. When unconstrained airline demand exceeds available capacity, busy airports outside the United States are subject to strict schedule coordination (or slot control). Under this mechanism, each airport provides a value of its declared capacity, and allocates a corresponding number of slots to the airlines through an administrative procedure based on the guidelines from the International Air Transport Association (2015), including grandfathered rights and use-it-or-lose-it rules. In contrast, scheduling constraints are much weaker in the United States. At the overwhelming majority of US airports, the number of flights that may be scheduled per time period is not capped by any pre-specified limits. Historically, 4-5 airports were subject to access restrictions under the High Density Rule (HDR), but, in 2000, the Wendell H. Ford Aviation Investment and Reform Act for the 21st Century, programmed its phase-out, effective in 2007. Due to the unsustainable delays that the resulting unrestricted access led to, the Federal Aviation Administration (FAA) has imposed at New York’s John F. Kennedy (JFK), Newark (EWR) and LaGuardia (LGA) airports “flight caps” that limit the number of hourly movements (landings and take-offs) to 81, 81 and 75, respectively\(^3\).

\(^2\)For instance, under VFR, simultaneous parallel landings are performed in VMC on pairs of parallel runways whose centerlines may be separated by as little as 800 feet (\(\sim 244 m\)). By comparison, under IFR, the separation between parallel runway centerlines must typically be at least 4,300 feet (\(\sim 1,311 m\)) or, usually, 5,000 feet (\(\sim 1,524 m\)) to permit simultaneous parallel approaches.

\(^3\)Similar caps are also in effect at Washington’s Reagan National Airport (DCA), but currently exceed demand at most times of the day and thus not constraining flight schedules in any significant manner.
However, these caps are set at higher numbers of movements and are less strictly enforced than at comparable airports outside the United States.

In summary, important differences exist among busy airports around the world in three major respects. First, the number of runways, the main driver of eventual capacity, can range from a single runway to as many as 7 or 8. Second, air traffic control policies and procedures impact greatly the throughput that can be achieved during peak periods by dictating the separations between consecutive movements on the same runway, as well as how simultaneously active runways interact with one another. Third, demand management practices range from largely unconstrained access at most airports in the United States to strict schedule coordination and slot controls at many of the busiest ones elsewhere, with consequent strong impacts on flight scheduling patterns.

1.3. Objectives and Outline

This paper provides a comprehensive perspective on airport demand and capacity management. It describes the impact of airport infrastructure, airport operations and flight schedules on airport performance. It identifies briefly the state-of-the-art models supporting airport demand and capacity management decisions, and provides guidelines, based on recent research, concerning methods for enhancing airport performance. For existing airports, it suggests ways to improve current practices, depending on the stage of their lifecycle and their engineering and/or institutional legacy. For greenfield airports under development, it describes a holistic approach to capacity planning, management and utilization.

The structure of the paper follows the three steps of demand and capacity management. Section 2 focuses on the characterization and estimation of airport capacity and identifies its main drivers. Section 3 presents models to quantify on-time performance as a function of demand and capacity, and highlights the strong non-linearities in on-time performance at airports operating close to capacity. Section 4 introduces scheduling models to support, and potentially improve, mechanisms for demand management at airports where demand would otherwise exceed capacity by a large margin during significant periods of time in a day of operations. Results and cited examples offer insights for enhancing the flexibility of the schedule coordination schemes outside the United States, and for introducing limited scheduling adjustments at the busiest US airports. Each of these sections begins by describing relevant airport practices, and then presents the available analytical tools, the main insights derived from recent research, and the implications for policy and practice. Last, Section 5 summarizes the insights from this paper and provides a roadmap toward the management of demand and capacity at busy airports worldwide.

2. Airport Capacity

Airport operations are enabled by available physical and technological infrastructure. At the same time, infrastructure limitations and safety-related operating procedures constrain the through-
put that any airport can achieve. In this section, we define the notion of airport capacity and identify its key drivers. We then present theoretical and computational tools used to estimate airport capacity, and results from capacity comparisons across airports and operating conditions. Last, we discuss the implications of capacity limitations for the planning of airport operations.

2.1. Description

Airport operations involve a range of consecutive processes, from passenger and cargo operations in terminal buildings to aircraft operations at the gates, on the aprons, on the taxiways, on the runways, and in the terminal airspace. Even though throughput restrictions can occur at several stages of these processes, the runway system generally acts as the main bottleneck at the busiest airports. In other words, terminal capacity, gate capacity, taxiway capacity and airspace capacity are generally sufficient or can be expanded (albeit often at high cost) to accommodate the operations that are performed on the runway system. In turn, airport throughput is primarily constrained by the capacity of the runway system.

Airport throughput is often reported in terms of annual traffic statistics, such as the annual number of aircraft movements or of passengers, but these measures do not describe effectively airport capacity because they are mostly demand-driven. For instance, an airport with a capacity of 60 flights per hour and another airport with a capacity of 100 per hour will have the same annual throughput if their daily and seasonal demand profiles are identical and the traffic peaks do not exceed 50 flights per hour. More generally, annual throughput is affected by such factors as demand seasonality, geographical location of the airport (which drives daily peaking patterns) and airport curfews (which reduce the number of hours of airport operations), but all these considerations are not linked to the operating capabilities of the airport.

To address these limitations, it has been necessary to develop more precisely-defined measures that are focused on the amount of traffic the airport can handle during relatively short periods of time when it must operate at full capacity. For runway systems, the most fundamental of these measures is the maximum throughput capacity, defined as the “average number of aircraft movements that can be processed per unit of time under continuous demand”. Note that this definition concentrates on periods of continuous demand, when the airport operates at its full potential to handle a persistent, “non-stop” flow of arrivals and departures. In this way, it isolates the notion of “capacity” from whatever temporal demand patterns prevail at the airport. This also means that maximum throughput capacity can be measured empirically only during peak traffic periods and is therefore typically stated as the rate at which traffic movements can be processed over relatively short units of time, e.g., “number of movements per hour” (or per 15 minutes or per 5 minutes). Note, as well, that, by defining capacity as an average throughput rate, it is implicitly recognized that airport throughput is a random variable whose value may vary depending on a number of factors. Some of the most important among these factors are:
• **number of runways**: All else being equal, the more runways available, the more movements can be operated simultaneously and, in turn, the higher the capacity. As noted in the introduction, airport runway systems range from a single runway up to 6-8 runways.

• **physical layout of the runway system**: The rules and procedures regarding simultaneous operations on multiple runways depend on their layout. Parallel runways with sufficient separations between them allow for independent operations, while, for obvious safety reasons, intersecting runways impose strict constraints on simultaneous operations. In practice, many airports exhibit complex runway system layouts that may include sets of parallel and intersecting runways.

• **runway configuration**: All the runways of an airport are not necessarily active at the same time. Wind conditions and air traffic control capabilities typically enable the simultaneous use of up to 3-5 runways. The **runway configuration**, defined as the set of runways that are active to operate arrivals and the set of runways that are active to operate departures at any particular time, is selected by air traffic controllers, may change several times during each day of operations depending on prevailing weather conditions and other considerations, and impacts the resulting airport throughput.

• **separation requirements**: In order to ensure safe operations, air traffic control procedures impose separation requirements between consecutive movements. For instance, in the United States and under IFR, two wide-body aircraft landing consecutively must be separated by at least 4 nautical miles during final approach. The equivalent required separation between two narrow-body aircraft is 2.5 or 3 nautical miles, depending on the airport. Note that different sets of separation requirements are in use in different countries. For example, many countries use a set of requirements recommended by the International Civil Aviation Organization (ICAO), but many national Civil Aviation Authorities (notably the FAA in the United States) specify their own separation requirements that often differ from those of the ICAO.

• **weather and other operating conditions**: In the United States, the use of VFR, weather permitting, results in shorter, on average, separations between consecutive aircraft than under IFR. As a result, airport capacity can be significantly higher in Visual Meteorological Conditions (VMC) than in Instrument Meteorological Conditions (IMC).

• **mix of arrival and departures**: Separation requirements vary as a function of the type of movement (landing or take-off) and, therefore, the resulting capacity depends on the mix of arrivals and departures at hand. For instance, it may be possible to perform 70 departures and 30 arrivals in an hour with a given runway configuration but not 30 departures and 70 arrivals. The trade-off between the arrival throughput and the departure throughput depends

---

4 Airport operations also depend on the layout of the taxiway system and the location of the terminal buildings.
on a runway configuration’s layout and associated air traffic control operating procedures.

- **aircraft mix**: Separation requirements vary as a function of the type of aircraft (e.g., wide-body vs. narrow-body)\(^5\) and, thus, the resulting capacity depends on the mix of aircraft types at hand. For instance, all else being equal, more time is required to land a sequence of 10 narrow-body aircraft and 5 wide-body aircraft than one of 15 narrow-body aircraft.

As a result of these dependencies, airport throughput exhibits significant variability. Some of the factors that affect this variability can be controlled (e.g., runway configuration in use), but some others are subject to uncertainty and stochasticity (e.g., weather conditions). Any single-value capacity estimate (e.g., 100 movements per hour) just provides an “expected value” of the capacity and fails to capture this variability. It is therefore advisable to augment, when possible, these estimates with (i) an indication of how they vary under several different operating scenarios, and/or (ii) a characterization of their variability in stochastic terms (e.g., through a probability distribution or, at least, an estimate of variance).

### 2.2. Analytical tools

Approaches to estimating airport capacity fall into two broad categories: theoretical models and empirical models. Theoretical models of airport capacity were among the first applications of operations research (Blumstein, 1959). They are based on abstract representations of a runway system and associated operating procedures (e.g., aircraft separation requirements). Through a set of mathematical relationships or by simulating a large number of movements, the service times required by each type of movement (e.g., Heavy/Medium/Light aircraft, arrival/departure, etc.) and for every operating scenario (e.g., mix of arrivals and departures, runway configuration in use, etc.) are computed. The capacity of the airport is then obtained from the average service time (i.e., if it takes on average 1 minute to operate a movement, then the capacity is 60 movements per hour). Models can range from very simple (e.g., for computing the capacity for departures of a single runway with a single aircraft type) to highly complex (e.g., for computing the capacity of a multi-runway system with complex operating procedures). These approaches enable the approximate estimation of airport capacity under various operating conditions, including hypothetical ones (e.g., a new airport, an additional runway, or even a significant change in separation requirements or traffic control procedures). On the negative side, the abstractions and simplifications of reality that necessarily underlie these mathematical and simulation models cannot fully capture all the operating complexities found in practice.

In contrast, empirical models process operations data obtained from historical records (Federal Aviation Administration, 2013) or, in some recent cases, from realistic human-in-the-loop exper-

\(^5\)The actual categories of aircraft classes in use for air traffic control purposes is more refined. For example, ICAO currently classifies aircraft into four classes (Super Heavy, Heavy, Medium and Light) depending on their maximum take-off weight.
items (Barnett et al., 2015). Inputs may include precise take-off and landing times of aircraft at the airport of interest, as well as operating data necessary to identify periods of continuous demand, such as the times when aircraft request to land or arrive at the runway for take-off. Using the scatter plot of the number of departures vs. the number of arrivals per time unit (e.g., per 15-minute period), Gilbo (1993) first proposed the characterization of capacity by means of a Capacity Envelope, defined as the maximal (e.g., 95\textsuperscript{th} percentile) numbers of arrivals/departures that can be feasibly operated per period. This concept was then extended by Simaiakis (2012), who introduced the Operational Throughput Envelope, which shows the relationship between the average number of departures and arrivals that can be operated per period—more consistent with the definition of capacity as an average throughput. The empirical approach has the great advantage of relying on information that reflects the full complexity of airport operations. On the negative side, it can be applied only where extensive historical databases on airport operations exist.

Figure 2a shows a typical schematic representation of an airport’s Operational Throughput Envelopes that can be computed through either one of the two approaches summarized above. By definition, this representation captures the variations in airport capacity as a function of the mix of arrivals and departures. Several Operational Throughput Envelopes can be computed to reflect the differences in airport throughput in various operating conditions. For instance, Figure 2a shows envelopes for two different hypothetical runway configurations in VMC and IMC, reflecting the facts that one configuration may achieve a higher arrival throughput but a lower departure throughput than another, and that airport throughput is higher in VMC than in IMC. Figure 2b shows the estimation of the Operational Throughput Envelope from empirical data from 2007 for New York EWR’s Configuration 4R|4L in VMC, obtained from the scatter plot of the count of arrivals and departures per 15-minute period. Note the significant variability in airport throughput as a function of underlying variations in aircraft mix, operating conditions, human factors, etc.

2.3. Insights

The application of theoretical and computational models of airport capacity has demonstrated significant differences across busy airports worldwide. In the United States, a benchmark study of airport capacities by the Federal Aviation Administration (2004) showed that the VFR capacity of the 35 busiest airports ranged from a low of 55-65 movements per hour (e.g., San Diego (SAN)) to a high of over 200 movements per hour (e.g., Dallas/Fort Worth (DFW)). Similarly, IFR capacities range from 50 movements per hour to 150-200 movements per hour. In Europe, several of the top 30 airports declare capacities of the order of 40 movements per hour while Paris Charles de Gaulle (CDG) and Amsterdam Schiphol (AMS) declare capacities of over 100 per hour (Morisset and Odoni, 2011). These major differences are primarily driven by available infrastructure at the airports; not surprisingly, the airports with the largest capacity estimates are those with multiple runways, while airports with capacities in the 35-60 movements per hour range generally have a single runway.
However, the size and physical characteristics of a runway system do not explain all observed differences in airport capacities. To compare the capacities of several airports with similar runway layouts, Table 1 reports the declared capacity of several European airports and the VFR capacity, IFR capacity and “weighted” capacity (i.e., the average value of capacity across all weather conditions) of some US airports (Morisset and Odoni, 2011). Note that the declared capacity of European airports is roughly the same as the IFR capacity of similar US airports. This is consistent with the fact that the vast majority of European airports operate under IFR 100% of the time and can therefore only match the IFR capacity of similar US airports. For schedule coordination purposes, European airports thus base their declared capacity on IFR operating capabilities. As shown in Table 1, US airports achieve significantly higher capacities under VFR than under IFR, because of lower separations between consecutive aircraft and more efficient use of multiple runways. Overall, the use of VFR at US airports, weather permitting (around 80% of the time, on average, at the 35 busiest airports), results in average capacity gains of 26%, as compared to their European counterparts with similar layouts.

These comparisons underscore the impact of the runway system infrastructure, separation requirements and weather conditions on airport capacity. Data on throughput variations at any single airport can also be used to identify the impact of runway configuration, the mix of arrivals and departures, and the mix of aircraft, as was done by Simaiakis (2012) at Boston (BOS) and

---

6 ATL, whose IFR capacity is 40% higher than that of CDG and LAX is an exception, partly reflecting a different mix of aircraft types.

7 Over the past decade, several European airports have increasingly relied on some use of VFR in good weather conditions and thus have gained capacity. At busy airports such as London Heathrow (LHR), London Gatwick (LGW), Frankfurt (FRA), and Munich (MUC), high demand volumes have motivated the declaration of capacities that are a little higher than the computed IFR capacities.
Table 1: Capacity comparison at airports with similar layouts (Morisset and Odoni, 2011)

<table>
<thead>
<tr>
<th>Layout</th>
<th>US Airports</th>
<th>European Airports</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Airport</td>
<td>Weighted</td>
</tr>
<tr>
<td>Single runway</td>
<td>SAN</td>
<td>55</td>
</tr>
<tr>
<td></td>
<td>DUB</td>
<td>46</td>
</tr>
<tr>
<td></td>
<td>TXL</td>
<td>48</td>
</tr>
<tr>
<td></td>
<td>STR</td>
<td>42</td>
</tr>
<tr>
<td>Two closely spaced parallel runways</td>
<td>SEA</td>
<td>76</td>
</tr>
<tr>
<td></td>
<td>MAN</td>
<td>59</td>
</tr>
<tr>
<td></td>
<td>NCE</td>
<td>52</td>
</tr>
<tr>
<td>Two pairs of closely spaced,</td>
<td>ATL</td>
<td>179</td>
</tr>
<tr>
<td>parallel runways</td>
<td>LAX</td>
<td>137</td>
</tr>
</tbody>
</table>

New York’s JFK, EWR and LGA airports. First, the representation of airport capacity by means of an Operational Throughput Envelope (see Figure 2) has demonstrated that any given airport’s capacity can vary by as much as 20% depending on the mix of arrivals and departures. For instance, JFK’s capacity was estimated at 20 movements per 15-minute period under balanced operations (10 arrivals, 10 departures), 22 movements per period when arrivals are given priority (16 arrivals, 6 departures), and 18 movements per period when departures are given priority (6 arrivals, 12 departures). Second, the runway configuration can also induce ~20% variations in arrival and departure capacities. For instance, the average departure (resp. arrival) throughput at JFK is estimated at 11 take-offs (resp. 16 landings) per 15-minute period in a configuration with one departure runway and two arrival runways, and to 13 take-offs (resp. 13 landings) in a configuration with two departure runways and one arrival runway. Third, airport throughput varies by 1 to 4 movements per 15-minute period (depending on the runway configuration in use) as a function of the aircraft mix (e.g., the relative number of wide-body and narrow-body aircraft using the runway system).

2.4. Implications

Characterizing the constraints imposed by airport capacity limitations on air traffic operations is critical to the design of adequate infrastructure plans, operating procedures and demand management schemes at busy airports. It is important to recall that single-value estimates of airport capacity only measure average throughput, i.e., the average number of movements per unit of time that can be sustained over long periods of time across a variety of operating conditions. Instead of relying solely on such single-value estimates, airport capacity should be described at a higher level of detail to account for its dependence on several different operating factors through, for instance, the Operational Throughput Envelopes shown in Figure 2a. Fine-grain estimates should be developed to quantify, at the very least, the variability of capacity with respect to (i) weather conditions (e.g., VMC vs. IMC), (ii) the mix of arrivals and departures, (iii) the runway configuration in
use, and (iv) the mix of aircraft types. Theoretical and empirical models support the underlying estimation procedures.

The characterization of capacity also provides guidance for supply-side interventions aimed at enhancing operating capabilities. First, the impact of weather and separation requirements on capacity motivate the systematic investigation of potential improvements in operating practices to increase throughput. This can take place through air traffic control procedures aimed at optimizing the sequencing of arrivals and departures and of different types of aircraft to minimize the average separation between consecutive movements (Balakrishnan and Chandran, 2010; Solveling et al., 2011). Critical, in this respect, are developments in air traffic management infrastructure that enable adherence to the minimum permissible separation requirements between aircraft in the terminal airspace (SESAR, 2012; Federal Aviation Administration, 2014). Similarly, the management of multi-runway systems can result in significant capacity gains and performance improvements (Bertsimas et al., 2011a; Jacquillat et al., 2017). In the longer-term, the design of air traffic control procedures and of improved separation requirements is an important lever for increasing airport capacity while ensuring system safety.

Second, at airports where operating enhancements are not sufficient to scale up capacity to meet demand, capacity increases may be achieved through the expansion of physical infrastructure. Typical interventions include adding a runway, increasing spacing between runways to allow independent operations, and re-designing taxiways. Note that long-term operating capabilities are strongly determined by early-stage airport development. For instance, all current options for expanding significantly the capacity of the London Airport System require enormous investments in infrastructure, have complex and uncertain impacts on local communities and the environment, and will take fifteen or more years to implement (Airports Commission, 2015). For airports under development, this underscores the need for careful long-term traffic forecasts, thorough investigation of the costs and feasibility of different infrastructure options, and flexible infrastructure development plans to avoid the all-too-common risks of “under-building” or “over-building” (de Neufville and Odoni, 2013).

3. Airport Operations

Given the state of airport infrastructure, the capacity limitations discussed in Section 2 impose constraints on airport operations and, if coupled with strong demand, may result in air traffic queues and flight delays. In this section, we describe the dynamics of airport congestion and review briefly analytical models that estimate delays as a function of flight schedules and airport capacity. We then identify the main drivers of airport on-time performance, and discuss the implications for

---

8 An international effort is currently under way to refine existing separation requirements and adopt them on a global scale at the busiest airports.
the planning, management and operations of airport systems.

3.1. Description

Demand for airport access consists of scheduled flights by the airlines and unscheduled ones by general aviation and military aircraft. Airport queues, and resulting flight delays, occur when demand exceeds runway capacity. Departing aircraft will queue primarily on taxiways next to runways, and arriving aircraft primarily in “holding patterns” in the terminal airspace. As mentioned in the introduction, the cost of flight delays in the United States alone was estimated at $32.9 billion in 2007 (Ball et al., 2010). Of these, 25% ($8.3 billion) are direct costs to the airlines, consisting mostly of increased crew, fuel, and maintenance expenses (Zou and Hansen, 2012). The passenger component amounts to roughly 50% of the total ($16.7 billion), and consists of increased travel times, flight cancellations, and missed connections (Barnhart et al., 2014). The remaining 25% are other societal losses, such as lost demand for air travel and broader impacts on the nation’s GDP.

Most of these delays are created by local imbalances between demand and capacity, resulting from excessive scheduling levels over long periods of time and/or capacity shortages at the airport due to unfavorable (but non-extreme) weather conditions. A second category of delays results from the propagation of operating disturbances in a network of airports. This occurs through two mechanisms. First, once an aircraft suffers a serious delay at an airport, it may take several subsequent flights through a number of airports before the aircraft can “recover” that initial delay and operate back on schedule. Second, flight delays to any number of aircraft of an airline may also lead to changes in schedules of other flights of the same airline, and thus in changes in the dynamics of formation and propagation of delays at airports over the day of operations. A third category of delays is caused by unforeseen disruptions in airline operations (e.g., late passenger boarding, aircraft mechanical problems, etc.).

We focus here on the modeling and estimation of the queuing delays, i.e., those caused by imbalances between demand and capacity at the airports, as these are also the delays that can be addressed through demand and capacity management interventions. Queuing delays, together with the propagated delays generated by the queuing of aircraft at upstream airports, account for 50-75% of all flight delays in the United States (Bureau of Transportation Statistics, 2013).

3.2. Analytical tools

Models of airport congestion fall into three categories: microscopic, mesoscopic and macroscopic. Microscopic models (almost always simulations) consider each aircraft individually and recreate

---

9In order to reduce fuel burn and other costs of delays, recent procedures aim to absorb departure delays at gates (Simaikakis et al., 2014b,a), and arrival delays in en-route airspace (e.g., through speed control or re-routing) or at the origin airport when a Ground Delay program is implemented (Bertsimas et al., 2011b).

10These three categories account for the large majority of delays. The remaining ones are due to rare events such as extreme weather or safety- or security-related incidents.
precisely the physical layout of the airport of interest and of surrounding airspace (Bilimoria et al., 2000; Sood and Wieland, 2003; George et al., 2011) to track the movement of each arriving and departing aircraft, record any delays suffered and inform air traffic control interventions at the tactical level (e.g., aircraft sequencing and spacing). Mesoscopic models compute runway delays, taxi-in and taxi-out times, and other related statistics by using less detailed operational data, such as the runway configuration in use, arrival schedules, pushback schedules, etc. (Shumsky, 1995; Pujet et al., 1999; Simaiakis and Balakrishnan, 2016; Khadilkar and Balakrishnan, 2014). These models typically support the design of air traffic management interventions to optimize flows of aircraft at an airport or in a network of airports (e.g., Ground Delay Programs, speed control, aircraft routing and re-routing, departure metering). Finally, macroscopic models use more aggregate representations of airport operations to generate computationally efficient estimates of flight delays as a function of flight schedules and airport capacity. These models are the most relevant for assessing such strategic interventions as capacity expansion or demand management initiatives.

Macroscopic models of airport congestion require capacity estimates and demand data. Capacity estimates are obtained from the models and data analyses outlined in Section 2. Demand estimates at busy commercial airports are obtained from airline flight schedules. However, published schedules of flights (which correspond to the times when aircraft are expected to depart from or arrive at the gate) do not fully coincide with demand for runway use (which corresponds to the times when aircraft are first available to take off or land). The characterization of runway demand therefore requires additional information such as unimpeded taxi times (i.e., the taxi-out and taxi-in times in the absence of congestion). In addition, macroscopic models of congestion must be able to account for the variability of operating conditions at an airport because of changing weather or winds. In the context of strategic modeling in support of demand and capacity management, this is done through the use of relatively simple models, based on historical records of operations that capture approximately the changes in operating conditions that take place over time at the airport (e.g., the frequency and duration of transitions between VMC and IMC weather).

Most macroscopic models of airport congestion are based on queuing theory, and view the airport as a queuing system, as shown in Figure 3. Service is provided by the runway system, access to which is demanded by arriving and departing aircraft. Any imbalances between demand and service capacity result in the queuing of aircraft. Demand and service can be represented as deterministic processes (Hansen, 2002; Hansen and Hsiao, 2005; Nikoleris and Hansen, 2012) or as stochastic (often, Poisson or Erlang) processes (Kivestu, 1974; Gupta, 2010; Jacquillat and Odoni, 2015b). Stochastic models of demand and service aim to capture the uncertainty and variability associated with all aspects of airport operations. The set of required input parameters depends on the modeling choices, but includes, at the very least, the demand rate (i.e., the average number of aircraft demanding the usage of the runway system per time unit, denoted by \( \lambda \)) and the service rate...
(i.e., the average number of movements that can be processed per time unit, denoted by $\mu$). The delay models then return various queue-related statistics which, depending on the specific model, can range from simple (e.g., average waiting time per aircraft during a day) to highly detailed (e.g., the probability distribution of the number of arriving and departing aircraft queuing in each period of time throughout the day of operations).

![Figure 3: Representation of the airport as a queuing system](image)

Most recent research has focused on the development of efficient computational methods to solve dynamic and stochastic queuing models of congestion. Most results in queuing theory regard operations in “steady state” i.e., operations after the system has run for a sufficiently long time to reach equilibrium conditions (Larson and Odoni, 1981). Moreover, most of these steady-state results assume that the demand and service rates are constant over time. But airport operations are highly variable over time, as flight scheduling exhibits peaks and valleys and airport capacity may also vary greatly with weather and other operating conditions. The exact solution of queuing models under such time-dependent conditions is very difficult and, even numerical solutions are very computationally intensive. For these reasons, numerical methods have been developed to estimate approximately airport departure and/or arrival queuing statistics using time-dependent analyses (Kivistu, 1974; Odoni and Roth, 1983; Gupta, 2010; Simaiakis and Balakrishnan, 2016; Jacquillat and Odoni, 2015b). The resulting models provide various delay estimates for an entire day of operations in times ranging from a few seconds to a few minutes. More recently, these models have been extended to describe the propagation of delays in a network of airports (Pyrgiotis et al., 2013). Comparisons with empirical data have shown that the flight delays observed in practice can be estimated with good accuracy by these macroscopic queuing models. Figure 4 provides an example of model validation with data from New York JFK. It compares the average departure
queue length (Figure 4a) and the range of departure queue lengths (Figure 4b) observed in practice to those predicted by the model. The good match between observations and model predictions indicates the feasibility of obtaining computationally efficient and reasonably accurate estimates of on-time performance at busy airports (Lovell et al., 2007; Pyrgiotis and Simaiakis, 2010; Jacquillat and Odoni, 2015b).

![Figure 4: Average and variability of the departure queue length at JFK in Summer 2007 (Jacquillat and Odoni, 2015b)](image)

3.3. Insights

Queuing models can be applied to the study of the dynamics of formation and propagation of delays over a day at busy airports. Delays obviously occur when the demand rate exceeds the service rate (i.e., when the number of flights scheduled exceeds airport capacity). But delays may also occur when the demand rate is lower than the service rate. These delays are due to stochasticity, i.e., to the random fluctuations in demand and service times, and can be large when demand stays close to capacity over an extended period of time. It is well known from queuing theory that a highly non-linear relationship exists between scheduling levels, airport capacity and on-time performance. In steady-state conditions, the average delay is proportional to $\frac{1}{1-\rho}$, where the utilization ratio $\rho = \frac{\lambda}{\mu}$ is defined as the ratio of the demand and service rates. In other words, small changes in flight schedules or in airport throughput (thus, small changes in $\rho$) can have a disproportionate impact on flight delays when the airport operates close to capacity.

Empirical results have shown that this type of strongly non-linear relationship remains valid when demand and capacity are dynamic, i.e., vary over time, as is the case at airports. To illustrate this point, Figure 5 shows average monthly schedules of flights (Figures 5a and 5b) and average arrival and departure delays (Figures 5c and 5d) at Frankfurt (FRA) and Newark (EWR) using data from 2007 when no flight caps were in place at EWR. Note that, as a result of the differences between demand management practices at European and US airports, scheduling levels are much higher relative to capacity and more variable at EWR than FRA. At FRA, the number of flights

![Figure 5: Average monthly schedules and delays at FRA and EWR](image)
scheduled per hour remains essentially constant at a level close to the airport’s declared capacity, which is roughly equal to its IFR capacity. By contrast, more flights are scheduled at peak hours at EWR than even the optimal (i.e., VFR) capacity of the airport, while demand falls well below even the IFR capacity at off-peak hours. The result of these practices is that delays are much higher on average at EWR than at FRA. At FRA, average delays remain stable throughout the day at around 8-10 minutes. In contrast, delays increase rapidly over the day at EWR reaching an average of 40-60 minutes during the peak afternoon hours, a reflection of the fact that the airport is over-scheduled and cannot keep up with demand. The comparison highlights the point that differences in scheduling patterns (e.g., a 10-20% difference in the number of flights scheduled per hour) can have dramatic effects on on-time performance at an airport.

Similar non-linearities have also been observed at individual airports during time periods when significant changes in flight schedules have taken place. For instance, as part of the phase out of the High Density Rule at New York LGA in 2000, all operations performed by aircraft under 70 seats and operating between LGA and small airports were exempted from slot limits. As a result, demand for airport access increased from 1,050 to 1,350 movements per day in just a few months, creating unprecedented levels of delays and cancellations. To deal with the situation—and as an interim solution—the FAA instituted a limit of 75 on the number of scheduled operations per hour, and carried out a lottery to allocate slots to the airlines. This resulted in a 10% drop in demand (from 1,350 to \(\sim1,200\) daily movements). This demand reduction, in turn, led to a very large reduction in delays, which fell from an average of 60-80 minutes during peak afternoon hours to 10-20—an 80% drop (Fan and Odoni, 2002). Significant changes in schedules also took place at
LGA, JFK and EWR between 2007 and 2010. The implementation of flight caps in 2008 resulted in the smoothing of demand peaks at JFK and EWR and the economic downturn to a demand reduction of 5-10% at the three airports between 2008 and 2010. Over the same period, average delays declined by an estimated 40-50% at these airports. The application of a queuing model showed that these very significant delay reductions could be largely explained by the comparatively small changes in flight schedules (Jacquillat and Odoni, 2015b).

3.4. Implications

The non-linear relationship between flight schedules, airport capacity and airport on-time performance offers guidelines for congestion mitigation through demand and capacity management. From a supply perspective, airport performance is highly sensitive to even small variations in airport capacity. In the short-term, changes in airport operating conditions can result in significant variations in flight delays. For instance, even brief capacity shortfalls due to temporary weather deterioration can lead to the formation of long queues that will then persist and dissolve very slowly over time—especially when scheduling levels are high such as those depicted in Figure 5b. In the longer term, significant improvements in airport operating performance can be achieved through capacity increases (e.g., infrastructure expansion) or the enhancement of operating procedures (e.g., optimization of air traffic control and air traffic flow management procedures). Finally, it is important to note that delays also increase with the variability of service times (Hansen et al., 2009; Nikoleris and Hansen, 2012). Future air traffic management systems, such as NextGen in the United States and SESAR in Europe, are expected to improve on-time performance at airports not only through increases in average throughput, but also through reductions in service rate variability through more accurate and consistent spacing between consecutive aircraft movements.

From a demand perspective, airport on-time performance is highly sensitive to the volume of flights scheduled in a day, and to the distribution of these flights over the course of the day. First, small increases (resp. decreases) in the number of flights scheduled in a day of operations can lead to disproportionately large increases (resp. decreases) in resulting delays. Second, all else being equal, the more evenly flights are distributed over the day of operations, the lower the resulting delays. From an economic standpoint, this suggests that, at airports operating close to capacity, the marginal cost per extra flight movement at peak hours is very significant and, in fact, much higher than typical landing fees (Carlin and Park, 1970; Hansen, 2002; Fan, 2003). Historically, the combined effect of (i) the sensitivity of flight delays to changes in flight schedules, (ii) growth in air traffic demand, and (iii) the concentration of flights around certain peak periods due to intense airline competition, has led to high levels of congestion during these periods at airports where access is largely unrestricted, such as busy US airports in 2007.

The non-linear relationship between flight schedules and delays provides opportunities for significant improvements in on-time performance through limited scheduling changes (e.g., small reductions in the number of flights scheduled at peak hours, potentially offset by increases in off-peak
scheduling levels). In fact, after the 2008-10 decline, demand (as measured by the number of scheduled flights) and, thus, delays have not grown back to the 2007 levels at New York’s airports, due to the flight caps in place and to the self-imposed airline scheduling restrictions known as capacity discipline (Wittman and Swelbar, 2014). Outside the United States, slot control policies provide an opportunity to capitalize on the non-linear relationship and achieve large delay reductions through comparatively small reductions in demand. At the same time, these schedule-limiting schemes also impose costs by restricting airport access at peak hours. We discuss these questions in more detail in the next section.

4. Flight Scheduling and Demand Management

As noted in Section 3, demand management practices can have significant impacts on airport scheduling and operating performance. In this section, we describe the dynamics of flight scheduling, formalize the trade-offs underlying airport demand management, and present some recent models supporting congestion-mitigating adjustments in airline schedules of flights. The results of these models offer guidelines for enhancing demand management policies at schedule coordinated airports (e.g., at busy airports outside the United States), at airports where access is largely unconstrained (e.g., at the overwhelming majority of US airports), and at airports under development.

4.1. Description

Demand for airport access is primarily determined by airline scheduling of flights, based on managerial objectives (e.g., profit maximization), constraints (e.g., fleet and crew availability, aircraft turnaround times) and social factors (e.g., underlying passenger demand). It involves a number of interdependent airline decisions, ranging from network and route planning through frequency planning and flight timetabling to pricing and revenue management. Over-capacity scheduling at busy airports may occur as a result of growth in air traffic demand and of airline competitive dynamics that create incentives for high schedule frequencies on each origin-destination market, potentially through the use of smaller aircraft (Belobaba et al., 2009; Vaze and Barnhart, 2012a).

To control over-capacity scheduling (at least at busy times of the day), the most common demand management schemes fall into three categories: schedule coordination, congestion pricing and slot auctions (de Neufville and Odoni, 2013; Czerny et al., 2008). Schedule coordination (and resultant slot controls) in place at busy airports outside the United States is an administrative, quantity-based scheme: airports declare a quantity of available slots per hour (or other unit of time), and slots are then allocated through an administrative procedure (International Air Transport Association, 2015). In contrast, congestion pricing is an economic, price-based mechanism: congestion tolls are specified for access to the airport, and airlines then schedule their flights based on the resulting cost (Carlin and Park, 1970; Brueckner, 2002). In-between, slot auctions are economic, quantity-based mechanisms: similarly to slot controls, airports “declare a capacity”, i.e.,
specify the number of available slots, which are then allocated through a market-based mechanism (Ball et al., 2006). Alternative demand management schemes have been proposed recently to supplement or replace these three, including (i) hybrid mechanisms, which allocate a fixed number of slots administratively and allocate the remaining slots through an auction or other economic scheme, (ii) secondary trading, which allows buying and selling of slots after an initial allocation has been made (Pellegrini et al., 2012), and (iii) non-monetary targeted scheduling interventions, which adjust flight schedules taking into consideration airline scheduling requests and on-time performance objectives (Jacquillat and Odoni, 2015a, 2017).

Any demand management scheme involves a trade-off between mitigating congestion and maximizing capacity utilization. On one hand, demand management can control peak-hour scheduling levels at busy airports, and thus result in (potentially significant) reductions in flight delays. On the other, any centralized intervention to reduce peak-hour scheduling levels results in some flights being displaced to off-peak hours or not being scheduled at all. Therefore, demand management can provide benefits as reduced congestion costs, but also creates costs for airport stakeholders by constraining airline schedules. Existing demand management schemes can be viewed as varying approaches to resolving this trade-off: slot control policies place a premium on congestion mitigation by setting (generally conservative) limits on flight schedules, while the largely unrestricted access in place at almost all US airports places a premium on capacity utilization by minimizing interference with airline scheduling. More broadly, this trade-off can be resolved by adjusting either the number of slots that are made available or, the congestion tolls imposed for access to the airport.

Note that the demand management interventions may create opportunities for strategic behaviors from the airlines, i.e., potential incentives to provide scheduling inputs that do not reflect their true preferences in order to gain a strategic advantage over their competitors (e.g., to reduce the number of their own flights that will be displaced) (Vaze and Barnhart, 2012b; Harder and Vaze, 2017). In the research reported here, these opportunities were not considered explicitly. This is motivated by the fact that, under relatively mild scheduling adjustments (such as the one described in the remainder of this section), there might not be as strong incentives for untruthful behaviors as, for instance, under mechanisms that involve the rejection of some flight scheduling requests. Nonetheless, the identification and mitigation of such gaming behaviors need to be carefully considered in the design of any demand management mechanism and represent important avenues for future research.

4.2. Analytical tools

The design and implementation of demand management schemes involve scheduling interventions that use, as a starting point, scheduling inputs from the airlines and airport capacity estimates. Scheduling inputs include all the flights scheduled to or from the airport, as well as the preferred departure and arrival times of these flights. They may also include information about connections between flight pairs (e.g., same aircraft performing consecutive flights and/or many passengers typ-
ically connecting between two flights). Such connections are central to building and maintaining an airline's network of flights. Capacity estimates can either take the form of “declared capacity” values (i.e., administrative quantities that specify the number of available arrival/departure slots), or, preferably, operating capacity estimates (i.e., estimates of average airport throughput that can be achieved under various operating scenarios). Additional inputs may include stakeholder preferences regarding the trade-off between congestion mitigation and capacity utilization (e.g., flexibility of proposed schedules and/or tolerance of flight delays).

Based on these inputs, scheduling interventions aim to find schedules of flights that satisfy airline scheduling requests as closely as possible, while accounting for demand management rules and procedures, airline scheduling constraints, airport operating capabilities, and desired levels of service. This is typically formalized by minimizing the schedule displacement, i.e., the difference between the scheduled times requested by the airlines and the times actually assigned to them, subject to scheduling constraints, network connectivity constraints and demand management constraints:

\[
\min \text{ Schedule displacement} \\
\text{st } \text{Scheduling constraints} \\
\text{Network connectivity constraints} \\
\text{Demand management constraints}
\]

Variants of this general formulation have been applied to the optimization of several different demand management schemes such as slot controls (Zografos et al., 2012), slot auctions (Rassenti et al., 1982) and non-monetary interventions (Jacquillat and Odoni, 2015a). The objective function can be adjusted to capture non-monetary mechanisms (e.g., minimize the total time changes from airline scheduling requests) or market-based mechanisms (e.g., maximize revenues by accepting as many scheduling requests as feasible). Recent research has aimed to include alternative objectives, such as minimizing the number of flights displaced and maximizing inter-airline equity (Ribeiro et al., 2017; Zografos and Jiang, 2016; Jacquillat and Vaze, 2017). The constraints ensure the feasibility of the proposed schedule and its consistency with desired levels of service. The scheduling and network connectivity constraints can ensure that the structure of airline networks and schedules of flights is left unchanged by maintaining all flights scheduled by the airlines or by eliminating selectively some flights, if desired levels of service cannot be satisfied or if some demand management constraints are violated (Swaroop et al., 2012; Pyrgiotis and Odoni, 2016). The scheduling constraints can also capture schedule coordination procedures based on the IATA (or any other) guidelines, e.g., slot bundles and priorities. The demand management constraints can take several forms. The most widely used are slot availability constraints, which impose limits on the number of flights that can be scheduled per unit of time based on the declared capacities of the airports (e.g., “no more than 100 movements scheduled per hour”). These constraints have been recently replaced
by on-time performance constraints, which impose level-of-service targets, typically by specifying upper limits on expected arrival and departure queue lengths or, equivalently, on expected arrival and departure delays (e.g., “expected delay should not exceed 20 minutes at any time of the day”) (Jacquillat and Odoni, 2015a). Such on-time performance constraints link explicitly scheduling levels to congestion mitigation objectives, considering the patterns of airport capacity availability. In summary, demand management mechanisms can be supported by advanced models that flexibly optimize the scheduling interventions, based on underlying objectives, rules and procedures.

4.3. Insights

The application of demand management models at busy airports has yielded three major insights. First, optimization models can enhance the efficiency of schedule coordination by accommodating airline scheduling requests better than is typically the case under current practice. Second, at US airports with largely unconstrained access, relatively minor adjustments to airline scheduling preferences can improve significantly on-time performance. Third, the intensity of demand management interventions can be calibrated to select the most desirable trade-off between congestion mitigation and capacity utilization.

At slot-controlled airports, comparisons of optimization model outputs to the actual slot allocation outcomes has demonstrated opportunities for improving existing schedule coordination procedures. Scheduling models can result in significantly better matching of airline scheduling requests than the coordinated schedules observed in practice, while accounting for slot bundles and priorities as specified in the IATA guidelines (Zografos et al., 2012, 2016; Ribeiro et al., 2017). This may suggest that schedule coordination decisions are currently made in practice on an ad hoc basis, without accounting for the full set of flight scheduling requests and without performing schedule optimization. Such inefficiencies have motivated some air transportation industry stakeholders to propose alternative strategies to supplement and/or replace existing approaches to schedule coordination (Dot Econ Ltd., 2001; NERA, 2004; Czerny et al., 2008; Madas and Zografos, 2008).

At US airports, research results suggest strongly that over-capacity scheduling at many busy airports can be reduced while still satisfying current levels of demand, and that relatively minor scheduling adjustments can yield significant improvements in on-time performance (Fan and Odoni, 2002; Le et al., 2008; Le, 2006; Swaroop et al., 2012; Vaze and Barnhart, 2012b; Jacquillat and Odoni, 2015b; Pyrgiotis and Odoni, 2016; Jacquillat and Odoni, 2015a). Figure 6 shows the results of the application of the optimization model of Jacquillat and Odoni (2015a) at JFK, with the flight schedule of May 25, 2007. The top figures show the combined schedule of arrivals and departures submitted by the airlines (Figure 6a) and a modified schedule of flights obtained with the model (Figure 6b). The bottom figures compare the resulting expected arrival (Figure 6c) and departure (Figure 6d) queue lengths, under the original and modified schedules. Note, first, that the modified schedule is much more evenly distributed than the original one. This is achieved by rescheduling 10%-20% of the flights to or from JFK to later or earlier times by 15 minutes each (and, in a
few cases, by 30 minutes each), and without eliminating any flights or any connections between these flights. Nonetheless, the resulting schedule is not “flat”, but exhibits peaks and valleys consistent with intra-day variations in passenger demand and airline scheduling preferences. This is because the model considers—and satisfies—on-time performance constraints, instead of strict scheduling limits, thus resulting in a schedule of flights that is closer to airline preferences. Second, the expected delays are significantly lower under the modified schedule than under the original schedule. Specifically, peak expected arrival and departure delays are reduced by over 30% and 50%, respectively, and corresponding average arrival and departure delays through the entire day of operations are reduced by 10-20% and 20-40%, respectively. Therefore, in the case where the total daily demand is in line with available capacity at the airport, large reductions in congestion costs can be achieved through limited adjustments that distribute demand more evenly by optimally rescheduling some flights from peak hours to off-peak hours.

![Figure 6: Scheduling and on-time performance at JFK on 05/25/2007 under the original and modified schedules (Jacquillat and Odoni, 2015a)](image)

Demand management optimization models also provide decision-making support for determining the best trade-off between congestion mitigation and capacity utilization. While Figure 6 shows
the original schedule and only one “modified” schedule, the model can, in fact, generate multiple modified schedules that impose increasingly large schedule displacements and result in increasingly large delay reductions. In a demand management scheme based on slot availability constraints, these different solutions are obtained through the setting of the airport’s declared capacity. In a scheme based on congestion pricing, they are obtained through the setting of the airport’s congestion tolls. And in a scheme based on scheduling interventions with on-time performance constraints, they are obtained through the setting of the expected queue length targets. Evidence indicates that schedule displacement varies non-linearly with the intensity of the demand management interventions, i.e., a limited increase in declared capacity (or a limited decrease in congestion tolls, or a limited increase in expected queue length targets) can result in disproportionately large reductions in the resulting schedule displacement (Zografos et al., 2012; Jacquillat and Odoni, 2015a). This, combined with the non-linear relationship between scheduling levels and delays, underlines the importance of considering carefully the “intensity” of the demand management measures to be applied at an airport, such as the precise value of the declared capacity, of the congestion tolls or of the targeted maximum expected queue lengths. The scheduling models cited in this section can support these decisions which can be made by relevant national authorities (e.g., the US Federal Aviation Administration, or schedule coordinators outside the United States) or, preferably, through a collaborative process that brings together all the major stakeholders, such as airport operators, the airline community and passenger representatives (Jacquillat and Odoni, 2015a).

4.4. Implications

Based on the results outlined in this section, there exist important opportunities to improve the design and implementation of demand management schemes at busy airports worldwide. At schedule-coordinated airports located outside the United States, capacity allocation could be made more efficiently through a more systematic and flexible approach to the setting of slot limits. First, a formal process to declare airport capacities based on demand and capacity patterns would improve and standardize performance across airports. Second, slot limits need not be constant through the whole day of operations but could, instead, permit variations in the number of flights scheduled from one time period to another to match peak-hour demand better and enable airports to recover from potential delays during off-peak hours (as seen in Figure 6 and discussed, at a more macroscopic level, by Churchill et al. (2012)). Third, relying on hourly limits on the total number of movements may not be sufficient to control effectively potential imbalances between demand and capacity at a more disaggregate level. For example, hourly limits may not prevent the airline practice of scheduling many flight departures “on the hour” and “on the half-hour” for marketing purposes. As practiced at some airports, hourly limits could be supplemented by 5-minute, 15-minute or 30-minute limits (e.g., “no more than 80 movements per hour and no more than 25 movements per 15-minute period”) and by separate limits on the number of scheduled arrivals and departures (e.g., “no more than 80 total movements, 50 arrivals and 50 departures per hour”). These would make
the scheduling limits more consistent with the fine-grain representations of airport capacity shown in Section 2. In the longer-term, the strict scheduling limits currently in place could be replaced by on-time performance constraints that would optimize scheduling adjustments based on congestion mitigation objectives.

In the United States, a more systematic and forward-looking examination of the opportunities associated with scheduling interventions at congested airports is called for. At several among the great majority of airports where no scheduling limits are currently in place, the potential benefits (congestion cost savings) and costs (interference with airline competitive scheduling) of such interventions should be carefully reviewed and discussed by the relevant stakeholders. At the airports where some scheduling limits are already in place, the formalization and optimization of the process of effecting scheduling interventions is recommended, as suggested by the Government Accountability Office (2012) and the US Department of Transportation’s Office of Inspector General (2010). This would take place through a careful setting of the scheduling limits based on demand and capacity patterns (as discussed above for the schedule-coordinated airports), an open process through which the airlines can submit their scheduling requests to a central decision-maker (e.g., the FAA, in collaboration with airport operators), and a transparent set of rules and procedures for carrying out any recommended scheduling adjustments. In the longer term, stakeholder alignment regarding on-time performance objectives and the integration of such objectives into the optimization of scheduling interventions could enhance the performance of US airport systems. The scheduling models discussed in this section can provide decision-making support to guide the design of such mechanisms.

For airports under development, these lessons provide guidelines for designing demand management schemes that effectively manage congestion, match airline scheduling preferences, and integrate the objectives, constraints and requirements of various stakeholders into the decision-making process. Essential steps include a careful examination of demand and capacity patterns, the setting of on-time performance objectives with the participation of relevant stakeholders, and the design of scheduling mechanisms supporting demand management measures, if such measures are deemed necessary. Limited political legacy in this context provides important opportunities to design a comprehensive, neutral, and transparent approach to the design of demand management mechanisms that is not necessarily based on the strict schedule coordination approach in place at busy airports outside the United States or on the relatively unconstrained approach in place in the United States. It can be supported by the creation of politically isolated decision-making bodies, and implemented in a collaborative decision-making environment that ultimately brings together the airport, commercial airlines, and other major stakeholders. We discuss this in more detail in the final section.
5. Discussion

This paper has presented a synthesis of the three major operational and managerial drivers of airport systems performance. Airport capacity characterizes the average arrival and departure throughput that can be achieved per unit of time under continuous demand. Airport operations refer to the air traffic handling procedures for processing arrivals and departures. Flight scheduling refers to airport access by the airlines, potentially subject to demand management interventions. In this final section, we summarize the main tools, results and insights presented in this paper, and discuss their implications for airport demand and capacity management, with emphasis on airports under development.

5.1. Summary

Airport demand and capacity management is supported by a suite of models and analytical methods, described in this paper. The application of these powerful tools to cases involving a diverse set of airports offers insights into the strengths and weaknesses of existing practices related to airport capacity, flight scheduling, airport operations and demand management.

First, airport capacity depends on available infrastructure and air traffic operating procedures. It is primarily driven by the size and the physical layout of the runway system. All else being equal, the more extensive the runway system, the greater the capacity. In addition, for any given state of the infrastructure, airport capacity depends on air traffic handling policies (e.g., on separation requirements between consecutive aircraft) and procedures (e.g., those aimed at optimizing aircraft sequencing and spacing). Available infrastructure and existing operating policies and procedures explain most of the significant capacity differences observed between the busiest US airports (with multiple runways and the use of Visual Flight Rules, weather permitting) and most European airports (with generally less extensive runway systems and reliance on Instrument Flight Rules). In addition, the throughput at any individual airport is sensitive to operating factors, such as weather variability and severity, the mix of arrivals and departures, the runway configuration in use, and the mix of aircraft at the airport. Detailed understanding of airport operating capabilities thus requires the estimation of airport capacity under a broad range of operating scenarios.

Second, scheduling patterns at airports also exhibit significant differences worldwide, primarily due to differences in demand and capacity management practices. At US airports, the combination of higher capacity levels in VMC (which prevail, on average, for about 80% of the time) and largely unconstrained access results in scheduling levels that are typically in line with (and, sometimes, even higher than) the VFR capacity of the airport. In other words, the reference capacity for airline scheduling purposes is the VFR capacity of the airport. In contrast, and because of the use of IFR and strict slot control policies, scheduling at European airports (and most of the other busiest airports outside the United States) is limited by declared capacities that are generally in line with the IFR capacities of the airports. As a result, the utilization of available capacity is
usually significantly higher at US airports than at their counterparts in the rest of the world, with significant resulting economic benefits to the airlines, passengers, and society as a whole.

Third, the relationship between flight schedules and airport capacity, on the one hand, and airport delays, on the other, is strongly non-linear. For this reason, air traffic congestion can exhibit large variations as a result of comparatively small changes in airport demand (e.g., in the volume of flights scheduled in a day, or even in the distribution of flights over the course of the day) and capacity (e.g., due to short-term variations in weather conditions or long-term changes in infrastructure). Because scheduling levels per unit of capacity are higher at US airports than at European airports, these non-linearities explain the much larger airport delays—and, thus, much higher congestion costs—observed on average in the US than in Europe. Moreover, at any individual airport, these non-linearities may result in sharp variations in on-time performance over time, in response to evolving changes in demand and/or capacity. For instance, the small reductions in peak-hour scheduling levels at New York’s airports due to the imposition of flight caps and the demand reduction in 2008-09 have led to very significant improvements in on-time performance.

Fourth, the design and implementation of any demand management schemes at busy airports involves a trade-off between mitigating airport congestion and maximizing airport capacity utilization. Any demand management mechanism can control the levels of air traffic delays but, at the same time, interferes to some degree with airline competitive scheduling. At schedule-coordinated airports (i.e., the great majority of busy airports outside the United States), the value of the airport’s declared capacity is of critical importance in determining the balance between ensuring efficient slot allocation and keeping air traffic delays within reasonable bounds. This has motivated gradual increases in declared capacities at a few major European airports to enable higher scheduling levels. At US airports, substantial gains in airport on-time performance can be achieved through only limited interference with airline competitive scheduling. Overall, recent advances in schedule optimization provide opportunities for flexible approaches to airport demand management that optimize the trade-off between congestion mitigation and maximization of capacity utilization, considering airport operating capabilities and airline scheduling preferences.

5.2. A Roadmap for Airport Demand and Capacity Management

We conclude by presenting a roadmap of the types of analyses that a major airport under development would expect to undertake in connection with managing its airside demand and capacity at various times during its lifetime from the early planning stage to maturity.

The most fundamental input to the planning process is a forecast of demand over a time-horizon typically spanning a period of thirty to forty years. Estimating airline demand for airport access involves, at its initial stage, anticipating passenger demand for air travel, the airline competitive landscape and airline scheduling decisions. Typically, airport forecasts are expressed in terms of millions of passengers per annum (mppa) over the selected time horizon. For purposes of airside planning, such forecasts must be converted, first, to annual air traffic movements (ATMs) and,
subsequently, to peak-hour ATMs. This is because, as noted in Section 2, the true measure of
airside capacity is the aircraft throughput (i.e., number of ATMs) that can be performed during
periods of continuing demand (i.e., during peak hours). The conversion of mppa to annual ATMs
requires forecasts of the types of aircraft with which the airlines will serve the subject airport or, at
the very least, estimates of the average number of passengers per ATM in the future. The conversion
of annual ATMs to peak-hour ATMs then requires prediction of the (seasonal and daily) peaking
patterns of flight schedules at the subject airport over the forecast’s horizon. While the topic of
airport demand forecasting is beyond the scope of this paper, it is obvious from this discussion
that each of the steps in the forecast (generation of annual passenger forecasts, conversion to
annual ATMs, conversion to peak-hour ATMs) requires a long series of important assumptions.
The forecasts of ATM demand are therefore subject to great uncertainty. The history of airport
forecasting is replete with examples in which forecasts have failed by wide margins to anticipate
future traffic developments, even over a horizon of ten years or less (de Neufville and Odoni, 2013).
It is therefore imperative that such demand forecasts be made for a variety of scenarios, reflecting
the high variability surrounding the regulatory, competitive and general economic environment of
air transport.

Once traffic forecasts have been developed, the following four types of analyses, all drawing on
the models and methodologies discussed in this paper, will or may be carried out over time.

1. Planning for airport infrastructure: The design of airside facilities aims to develop sufficient
operating capabilities to match long-term ATM demand, while controlling the costs of develop-
ment (including land acquisition costs, design costs, construction costs and other indirect
costs such as environmental impact). The ideal outcome is that, at any point in the lifetime
of the airport, the runway system and the airfield will have the capability to handle peak-hour
ATMs. As discussed in this paper, the runway system is the main driver of airport capacity,
but airside infrastructure planning spans a broader range of design decisions, including: the
location and general configuration of the terminal buildings; number and size of aircraft gates
and of remote stands; number of runways and their layout; and associated system of taxi-
ways. For any planned state of airside infrastructure, the airport’s operating capabilities can
be characterized through the estimation of airport capacity, using the models and approaches
described in Section 2. Because of uncertainties in forecasts, it is advisable that, for airports
that may eventually require a multi-runway system, a staged development plan be adopted.
Such a plan will provide flexibility, so that airport capacity can grow to match demand over
time, while avoiding the risk of over-building at an early stage.

2. Optimizing air traffic handling policies and procedures: Once the airside infrastructure is
given, the efficiency of airport operations is determined by air traffic management systems,
consisting of technological infrastructure (facilities and equipment), trained personnel and a
set of air traffic control rules and procedures for operating flights on a day-to-day basis. Ob-
jectives here include deploying air traffic management technologies in a cost-effective manner, enforcing adequate separation requirements between aircraft to ensure system safety, adhering to workload constraints and maximizing airport throughput given policy requirements and the capabilities of air traffic management systems. As noted in this paper, the performance and procedures associated with air traffic management systems varies considerably from country to country and it is thus always important to consider local conditions and constraints.

3. Setting on-time performance objectives: Demand forecasts and capacity estimates enable the quantification of on-time performance at any subject airport by computing the magnitude and variability of arrival and departure delays over a day of operations, using queuing models of congestion outlined in Section 3. Airports and Civil Aviation Authorities can collaborate with major stakeholders, notably the airlines and possibly passenger representatives, to determine acceptable levels of congestion (e.g., the amount of queuing delay that the airport should not exceed on average). This determines whether the levels of congestion estimated by the queuing models are acceptable or, in contrast, if delay reductions should be targeted.

4. Establishing demand management rules: If, at any stage of an airport’s development, the actual or forecast levels of delay exceed desired levels of service—and if airport operating capabilities cannot be easily improved—then an additional stage of analysis involves the design of scheduling mechanisms to support demand management interventions. Relevant models and optimization tools were presented in Section 4. The two main decisions involve (i) setting the stringency of demand management (i.e., the intensity of scheduling interventions and of the resulting delay reductions), and (ii) designing and optimizing a scheduling mechanism for allocating capacity to commercial airlines and other airport users based on non-monetary, administrative processes (e.g., schedule coordination, schedule facilitation), or on monetary, market-based approaches (e.g., congestion pricing, slot auctions). In contrast to infrastructure expansion and operating enhancements, which involve upfront investments but then result in gains for all stakeholders, demand management imposes longer-term economic costs on airline scheduling and passenger traveling options, and should thus be carefully reviewed with all relevant stakeholders.

As already noted, each of the above types of analysis may be activated once, more than once or not at all during an airport’s lifetime. Continuous monitoring of scheduling and operating performance is required to improve demand and capacity management practices. On the supply side, performance monitoring involves collecting operations data, comparing observed throughput to capacity estimates (under various operating scenarios) and comparing observed delays to on-time performance predictions. On the demand side, it involves observing airline demand and assessing the effects of scheduling interventions, if any, on flight schedules. Any significant deviation from predictions may motivate revisions in operations and scheduling forecasts and, potentially, adjustments in airport policies and practices. For instance, demand increases (resp. improvements
in air traffic management systems) may result in significant delay increases (resp. decreases) and may thus motivate stronger (resp. weaker) demand management.

This roadmap provides a holistic approach to the management of airport demand and capacity. At existing airports already operating under physical constraints (e.g., with limited options for infrastructure expansion) or regulatory restrictions (e.g., with constraints on permissible demand management mechanisms), the main challenges involve identifying which options are feasible and most desirable, and adjusting existing policies and practices accordingly. At new airports under development with limited such constraints (e.g., the planned new international airport in Mexico City), the roadmap provides forward-looking, neutral, transparent and flexible guidelines to support the planning of capacity, the optimization of operating procedures and the design of demand management schemes. Through continuous monitoring of scheduling and operating practices, and continuous stakeholder engagement, its application can significantly enhance airport performance over their lifecycles.

References


35